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ABSTRACT

An understandingf the topological structureof the Internetis
neededor quite a numberof networking tasks,e.g., making de-
cisionsaboutpeeringrelationshipschoiceof upstreanproviders,
inter-domaintraf c engineeringOneessentiatomponentf these
tasksis theability to predictroutesin theInternet.However, then-
ternetis composedf a large numberof independenautonomous
systemgASes)resultingin comple interactionsanduntil now no
model of the Internethassucceededn producingpredictionsof
acceptableccurag.

We demonstratehat thereare two limitations of prior models:
(i) they have all assumedhat an AutonomousSystem(AS) is an
atomicstructure— it is not, and (i) modelshave tendedto over
simplify therelationshipdetweermASes.Ourapproactusesmulti-
ple quasi-routergo captureroutediversity within the ASes,andis
deliberatelyagnosticregardingthe typesof relationshipshetween
ASes. The resultingmodel ensureghat its routing is consistent
with theobseredroutes.Exploiting alargenumberof obseration
points, we shav that our model provides accuratepredictionsfor
unobseredroutes,a rst steptowardsdevelopingstructuralmod-
elsof thelnternetthatenablereal applications.

Categoriesand Subject Descriptors: C.2.2[Computer-Com-
munication Networks]: Network Protocols—RoutingProtocols
C.2.5[Computer-Communication Networks]: Local andWide-
AreaNetworks—Internet(e.g., TCP/IP)

General Terms: Algorithms, ExperimentationlMeasurement
Keywords: BGP interdomainrouting, route diversity, routing
policies

1. INTRODUCTION

The Internetis composedf a large numberof independently
administeredAutonomousSystemgASes)coupledby the Border
Gatavay Protocol(BGP) into a singleglobe spanningentity. The
structureof thisinterconnectedystemhasbeenof somenterestor
a variety of reasonsmostcommonly becausets topology plays
a signi cant role in determiningthe performanceof the Internet,
thoughpurescienti ¢ interesthasplayeda substantiaftole in these
investigations.Now, we proposethat moredirect usebe madeof
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this informationto predictthe behaior of the Internetunderspe-
ci ¢ conditions.

In thepast high-level featureof theinterdomaintopologyhave
beenusedio make generidnferencesboutits behaior, e.g.,pover
law distributions[1] have beenusedto imply important“central-
ized” nodes(see[2] for a discussionof this issue). Thesetypes
of genericinferenceare usefulin termsof scienti ¢ understand-
ing of the Internetasit evolves, but do not allow oneto answer
speci ¢ questionsaboutthe currentinternet. We seekto be able
to answerspeci ¢ what-if questionse.g.,whatif a certainpeering
link wasremoved, or what-if we changepoliciesthus?In principle,
knowledgeof the Internets interdomaintopology canbe usedto
answersuchquestionsandthe capabilitywould provide greatutil-
ity for providers. This is particularlytrue given that the focusfor
large providershasmoved from simply providing connectiity, to
maintainingcontractualr businesselationshipghatmay require
resiliencedespitechangingraf c demand®r link failures,in addi-
tion to supportingcustomersvho demandmore control over their
trafc ows|[3,4].

Despitethe requirementscurrentpracticeis quite limited. Of-
ten,the only availableapproacthis “tweak andpray” [5, 6]; thatis,
providersmake changeswith limited ability to predictthe results,
andthenobsenre to seeif the desiredeffect occurred.We propose
to build an AS-routingmodel which enablesus to predictunob-
sened Internetpathswith goodaccurag.

It is known [7], thatfor the extractedmodelto be usefulin pre-
diction, it mustbe substantiallybetterthanthosetestedsofar. Un-
til now, modelsof the network structurehave beenpredominantly
inter-domainlevel modelsthat do not worry aboutthe details of
the ASes[7-9]. However, ASesare not simple nodesin a graph
— they arecomprisedof routers. The internalstructureof an AS
doesmatter It in uences inter-domainrouting, for instancevia
hot-potatorouting [10,11]. Furthermorethereare multiple con-
nectionsbetweenASes, typically from differentrouters,and this
addsto the diversity of known routes[12]. Evenwherepolicy is
uniform acrossan AS, internal featuresof the AS may resultin
differentroute choicesfor eachrouter— this is a featureof BGP
that allows behaiors suchas hot-potatorouting. Suchdiversity
is commonlyobsered in public routing databasesuchasRoute-
views [13]. An AS which is a single nodemustalways choosea
singlebestpathto passto its neighborsandthereforecannotrep-
resenthis typeof diversity

In addition, inte-domainrouting is controlledby diversepoli-
cies decidedlocally by eachAS, but acting globally acrossthe
entiresystem[14]. Hencethe topologyof theinterdomaingraph
is not, in itself, sufcient to make predictionsaboutinternetrout-
ing. In addition,policiesneedto be consideredMary policy rela-
tionshipsmaybedescribedas“customesprovider” or “peerpeer”,



andin thesesimple casesoliciesareenactedusingsimple,well-

known ltering rules[15]. Severalpapershave discussednhference
of thesesimplepolicy rules[16-18], but unfortunatelynotall poli-

cies t thesesimplerules: for instancejn somecasesof multiple
links betweentwo ASes the policiesmayvary evenbetweerinks.

Ourapproacho all of thesessuess to remainagnosticaboutwhat
practicesoccuror do not occurin the currentinternet. We make

minimal assumptiongboutinter-domainrouting, andlet the data
speakfor itself.

Of coursejt isimpossibleto infer all of theinternaldetailsof an
AS's policies. We arenot seekingto reverseengineetthe Internet.
Ourmodeldoesnot hecessarilycorrespondo thepoliciesactually
usedby theASes.Rathertheresultsareanalogouso the IGP (Inte-
rior Gatavay Protocol)link weightsinferredby Rocletfuel[19,20],
which donotcorrespondo thoseof therealnetworksinvestigated,
but are neverthelesausefulin understandingntra-domaintopolo-
gies.In thispaperweintroducepoliciesinto our AS-routingmodel
with the goal of making predictionsaboutthe behaior of unob-
senedpaths.

Likewise, we do not seekto reproducea Rocletfuel-like de-
tailed intra- and interdomain connectvity map [20], as a signi-

cant part of this informationis not usedin determiningroutes.
Rather we shall build topologicalmodelsincorporatingintra- and
inter-domaininformationat the minimum level of detailneededo
explainthe obseredroutingin the Internet. Theresultingsimplic-
ity allows usto derive insightinto therelationshipbetweerrouting
policies, path diversity, and the actualchoiceof the pathspropa-
gatedacrossthe Internetwithout having to modelthe complexity
of theroutinginsideanAS [21]. It givesustheability to determine
preciselywhereinternaldetailsmatter andhowv much.

Our approachis basedon the idea of building a topology and
policy modelthatis consistentvith the obseredroutingin the In-
ternet. To this endwe exploit BGP obsenrationsfrom morethan
thirteenhundredobsenations points (including Routevievs [13],
RIPE [22], and a numberof other sources). We separatehese
into two datasetsa training datasetanda validationdataset.The
training setis usedto build atopologyandpoliciesconsistentvith
obsered routing. We do so usinga setof simulation-basedtera-
tive re nementheuristics(describedn Section4) thatintroducea
minimal setof topologyandpolicy changesequiredto matchob-
senedrouting. We accommodat@athdiversity by creatingmulti-
ple quasi-routersvithin eachAS. A quasi-routerepresentagroup
of routersall making the samechoice aboutbestroute, and so
the “quasi-routertopology” doesnot representhe physicalrouter
topologyof a network, but ratherthelogical partitioningof its pol-
icy rules.Importantly wetry to minimizetheassumptions/e make
about“lik ely” policies, e.g.,we do not assumethat relationships
fall into neatcategories. We nd thatwe canbuild an AS-routing
modelthat matcheghe training setexactly. However, remember
thisis nottherealtopology andthefactthatit canmatchthetrain-
ing setexactlyis notsufcient to shav thattheresultsareof practi-
caluse.Wetestthe usefulnessf themodelby makinga setof pre-
dictionsaboutroutes,and validatingthemwith the dataexcluded
from training. We nd thatwe can matchthe predictionsdown
to the nal BGPtie breakin morethan80% of the testcasessee
Sectionb.

This paperis not (principally) concernedvith modelinginternet
routingdynamics.Thedynamicsareclearlyimportant,but consid-
erableeffort hasalreadygoneinto suchmodelinge.g.,[14,23-27].
In our rst prototypefor predictinglnternetbehaior we modelthe
equilibrium behaior of this system for the (vastly) predominant
casethata stablerouting solutionexists. It is theseequilibriumbe-
haviors thatareof mostinterestfor the questiongosedearlier At-
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Figure 1: Operation of a BGP router.

temptingto model,andincorporatedynamicinformationinto our
predictionss aworthwhilegoal (for exampleseg[28]), but beyond
the scopeof this paper

To summarizeour contributions: We presenta methodologyfor
deriving anAS-routingmodelthatcanreproduceall obsered AS-
pathsandpredictunobseredrouteswith reasonablaccuray. Fur-
thermorewe shawv the importanceof consideringmore than one
routerperAS andaccommodata wide rangeof policies. Another
major distinctionof our work is that we usesimulationsto re ne
our modelbasedon a large setof BGP datafrom diversevantage
pointsbut evaluatethe resultsusinga separatesetof BGP vantage
points.

2. REVIEW OF INTER-DOMAIN ROUTING

BGP routersexchangerouting information over BGP sessions.
ExternalBGP (eBGP)sessionsare establishecver inter-domain
links, i.e., links betweentwo different ASes (BGP peers),while
internal BGP (iBGP) sessionsare establishedetweerthe routers
within anAS. Throughits BGP sessionseachrouterrecevesand
propagate8GProutesfor destinatiorpre xes.A BGProuterpro-
cessesand generatesoute adwertisementsas shavn in Figure 1.
Administratorsspecifyinput Iters perBGPpeerwhichareusedo
discardunacceptablincomingBGP adwertisementsOncearoute
adwertisements accepteddy theinput lter, it is placedtogether
with the routesoriginatedat this routerin the incoming Routing
InformationBase(RIB-In) for the peer possiblyafter someof the
route attributeshave beenmodi ed accordingto the local routing
policies. Next, the BGP decisionprocesss usedto selectthe best
routefor eachpre x from amongthe availableroutes. This route
is thenplacedinto the BGP routing table, which we will alsore-
fer to asthe RIB-Out Finally, administratorsmay specify output

Iters for eachpeer which areusedto decidewhich bestroutesto
propagateéo a BGP neighbor

The BGP decisionprocessonsistof a sequencef elimination
steps.ts nal goalis to selectasinglebestroutefor any givenpre-
x. For this purposethe BGP decisionprocessconsidersseveral
of the BGP routesattributes. One of the rst attributesis local-
prefeeence(in short,local-pref). As local-prefis a non-transitve
attribute, it canbe usedto locally rank routes. The next BGP at-
tribute examinedby the BGP decisionprocesss the AS-path An
AS-pathcontainghesequencef ASesthataroutecrossedo reach
the currentAS. Routeswith shorterAS-pathsare preferred. Next
in the evaluationprocesss the multi-exit-discriminator (in short,
med. This attributeis usedto rankroutesrecevved from the same
neighborAS, but it canalsobeusedacrosseighborsThenthede-
cision procesganksroutesaccordingto the IGP costof theintra-
domainpathtowardsthe next-hop preferringrouteswith smaller
IGP cost. This rule implementshot-potatorouting [29]. Finally, if
thereis still morethanassinglerouteleft, therouterbreaksties, for
exampleby selectingherouteto theneighbomwhich hasthelowest
routerid (typically oneof its IP addresses).



Givenasetof lters andpolicies, it is possibleto simulatethe
propagatiorof BGP routesusing simulatorssuchas C-BGP[30].
C-BGP's modelfor theinter-domainrouting protocolrelieson the
computationof the pathsthat routersknow oncethe BGP routing
hascorverged [23]. For this purpose,it modelsthe propagation
of BGP messageandreproduceshe selectionperformedby each
router[31].

3. DOMAINS AS SIMPLE NODES

In this section,we use measuredouting datato illustrate the
needto go beyond treatingASesassimplenodesin a graph. We
rst analyzethe degreeof routediversity presenin the currentin-
ternetandthenexaminethe limitations of single-nodeAS models
for predictingpathchoicesthroughouthe Internetaccurately The
datashavs thatonemusthave a way to capturesomeinternalde-
tails of routingat leastfor a subsebf ASes.

3.1 BGP dataset

Thereare mary differenttechniquesfor collecting BGP feeds
from an AS. One of the mostcommontechniqueis to rely on a
dedicatedworkstationrunning a software routerthat peerswith a
BGP routerinsidethe AS. We referto eachpeeringsessiorfrom
whichwe cangatheBGP dataasanobservatiorpoint, andthe AS
to whichwe peerastheobservatiorAS

We useBGP datafrom morethanl; 300BGPobsenrationpoints
including those provided by RIPE NCC [22], Routeviews [13],
GEANT [32], and Abilene [33]. The obsenation pointsare con-
nectedto morethan700ASes,andin 30% of theseASeswe have
feedsfrom multiple differentlocations. As we are currently not
yetinterestedn the dynamicsof BGP we usea staticview of the
routesat a particularpointin time. Thetabledumpsprovided by
theroutemonitorsareeachtakenatslightly differenttimes.Weuse
the information provided in thesedumpsregardingwhen a route
waslearnedto extractthoseroutesthatwerevalid tableentrieson
Sun, Nov., 13, 2005, at 7:30amUTC, andthat were stablein the
sensehatthey have notchangedor atleastonehour. In thefuture
we areplanningto alsoincorporatethe AS-pathinformationfrom
BGP updates.Our datasetontainsrouteswith 4;730 222 differ-
entAS-paths betweer8; 271; 351 differentAS-pairs.Wederive an
AS-level topologyfrom the AS-paths If two ASesarenext to each
otheronapathwe assumehatthey have anagreemento exchange
dataandarethereforeneighbordn the AS-topologygraph.We are
ableto identify 58,903 suchedges.We identify level-1 providers
by startingwith asmalllist of providersthatareknown to betier-1.
An AS is addedto thelist of level-1 providersif theresultingAS-
subgraphbetweerlevel-1 providersis complete thatis, we derive
the AS-subgraplto bethelargestclique of ASesincludingour seed
ASes. This meansthatthe AS-graphcontainsedgesfor all level-
1 AS-pairs. This resultsin the following 10 ASesbeingreferred
to aslevel-1 providers (174, 209, 701, 1239, 2914, 3356, 3549,
3561,5511,7018). Note, this list is not complete. However, all
found ASesarewell-known tier-1 provider. Thereare7;994 ASes
thatareneighborsof alevel-1  providerin the BGP graph. We
referto theseaslevel-2 . All other13;174 ASesare grouped
togetherinto theclassother . Of the21; 178 ASes3; 486 provide
transitfor somepre xesin the sensehatthey appeamt leastonce
in the middle of an AS-path. Among thoseASesthat do not pro-
vide transit, called stub-ASeswe distinguishbetweenthosethat
areobseredto have asingleupstreanprovider (aresingle-homed)
andthosethathave multiple providers(aremulti-homed).We nd

1We remaved AS-pathprependingo preventdistractionfrom the
taskof routepropagation.
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Figure 2: Histogram of # of distinct AS-paths.

thatthereare6; 611 single-homednd11; 077 multi-homedASes.
Single-homediSesthatdo not provide transitonly addlimited in-
formationaboutthe AS-topologyaslong asary pathinformation
gatheredrom pre xesoriginatedat suchstub-ASess transfered
to apre x originatedat its AS neighbor Remwing single-homed
stub-ASesand AS-pathswith loopsfrom the AS-topologyresults
in a graphwith 14;563 nodesand52; 288 edges. Note, our data
doesnot cover the completeAS topology[34] sincenotall AS re-
lationshipsare obserable in our data. Thereare relatively more
obseration pointsin thelevel-1 andlevel-2 ASesthanin the other
ASes.Thereforet is likely thatAS-relationshipsnvolving level-2
providersaremissing.Yet, theirimpactwith regardsto routingcan
be expectedto belesssigni cant.

3.2 Routediversity in the Inter net

To investigatethe signi cance of route diversity in the Internet
we examinehow mary differentroutescanbe seenfor eachorigi-
natingandobsenation AS pair (over all pre xesadwertisedby the
origin). Figure2 plots a histogramof the numberof distinct AS-
pathsusinga logarithmicy-axis. Note, thatfor morethan30% of
the AS-pairswe seemorethanoneAS-path.Indeed therearemore
than5; 000 pairswith morethan10 differentpaths.

EachAS mayoriginatemultiple pre xesandanAS-pathmaybe
usedby mary pre xes. Indeed,we nd thattherearevery popu-
lar AS-pathsusedby morethan1; 000 differentpre x eswhile the
numberof AS-pathsthat are only usedby a single pre x is less
than50%. Whenplotting the histogramof howv mary pre xesare
propagate@longanAS-pathon alog-log plot, onecanseealinear
relationship(plot not shawvn). In termsof routediversity, we ob-
sene thatmostpre xesareonly propagatedhrougha single AS-
path. Yet, thereare quite a numberof pre xeswhosepropagation
sampleghefull pathdiversity betweertwo ASes.

Oblviously, onerouterperAS is not sufcient to capturethefull
diversityimposeddy intra-domairrouting. A singleroutercanonly
propagateherouteit choosesasbest. With multiple routerseach
routerwithin the AS canselectits own bestrouteandpropagatet.

To motivate the needfor modeling ASeswith several routers,
let us considera concreteexample from our datafor the pre x
202.94.48.0/20 atAS 5511shawvn on Figure3.

AS 24249,which originatesthis pre X, is multi-homedto two
ASes:AS 4694andAS 4716.Fromthesawo providerstherouteis
propagatedo velevel-1providers: AS 2914,AS 3356,AS 3549,
AS 3561,andAS 7911. SinceAS 3356 propagatesnultiple AS-
pathsto AS 3356it needsto be modeledby at leasttwo different
routers.Whichrouteis propagatedandepencnthespeci c setup
within the AS. Yet, pathdiversity within the ASesis only partially
responsibldor the routediversity Anotherreasons thelargein-
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Figure 3: Example of path diversity.
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Table 1: Maximum route diversity receved for all ASes.

terconnectiity in the core of the Internet;in this case5 out of 8
AS-paths.Still AS 3356needseightroutersto propagateall paths
furtherdownstream.

Tojudgehow muchof the pathdiversityis dueto multiple routes
perASesratherthanmultiple routesfrom differentASeswe deter
mine the distribution of the maximumnumberof distinct unique
pathseachAS recevestowardsary destinationpre x. This value
is alower boundon how mary routersareneedednsidean AS to
propagateall thesepathsto dovnstreamASes. Table1 shavs the
largerquantilesof this distribution. We obsere thatmorethan50%
of the ASesreceve two uniqueAS-pathsfor at leastonedestina-
tion pre x, 10% morethan5, and2% morethan 10, respectiely.
This highlightstheimportanceof notloosingsuchpathdiversity.

3.3 Routediversity in singlerouter models

In the past, large-scalemodelsof routing in the Internetfre-
quentlyassumehat eachAS consistsof a singlerouter e.g.,[7].
To judgehow appropriatehis is for answeringpracticalquestions
we nov examinehow accuratelyit can predict AS-path choices
throughouthe Internet.

We usethe BGP simulator C-BGP [30] to computeAS-level
pathson the AS-level graphafter eliminatingthe stub-ASes.We
originateone pre x per AS, resultingin 14;563 pre xes. Origi-
natingmultiple pre x esper AS doesnot provide moreinformation
sinceat this point we do not considerperpre x speci ¢ policies.
To evaluatethe quality of the modelwe comparethe predictedand
obsered AS-paths. Table2 summarizeshe results. Not surpris-
ingly we have agreemenfor only 23:5% of the AS-paths. The
main problemis againthat for slightly lessthan50% of the pre-
x/observation pointcombinationghe observingAS doesnoteven
learnthe “correct” AS-path. For the remaining50:6% only 4:7%
of theincorrectdecisionsoccurdueto the shortest-patistepof the
BGP-decisiorprocesgFigure 1). If arouterlearnsthe “correct”
routeit seemsto be ableto choosethe “correct” onein roughly
50% of the cases.

Todays Internetdoesnot use shortest-AS-pathouting as we
assumedhbore. Most BGP peeringscomewith routing policies
of which the most commononescan be classi ed as customer
provider and/orpeeringrelationships. Relying on the BGP data
we usea simpleheuristicfor inferring custometprovider relation-

Shortest| Customer/

Path Peering

Criteria Policies

AS-Pathswhich agree 23.5% 12.5%

AS-Pathswhich disagree 76.4% 87.5%
dueto

AS-pathnot available 49.4% 54.5%

shorterAS-pathexist 4.7% 5.7%

lowestneighborlD 22.2% 27.3%

Table 2: Agreementbetweenpredictedand obsewved AS-paths
(singlerouter per AS).

ship utilizing the valley-free assumptiori15,16,18]. We startby
declaringall links betweerthelevel-1 ASesaspeeringandthenit-
eratively infer custometprovider relationshipsWe verify our clas-
si cation by usingdatafrom several ASeswhosepeeringpolicy
we have accesgo. Thisresultsin 34;087 custometprovider peers,
7;290peeringrelationshipsand640siblings. All otheredgescan-
not be classi ed. We thenrealizedappropriatepolicies basedon
the local-prefBGP attribute androute Iters 2 in the simulatorand
rerunthesimulations.Theresultsarefairly discouragingvith only
12:5% agreemenbn the AS-paths.The main problemis thatfor a
lot of the pre x/obsenation point combinationghe observingAS
doesnotlearnthe“correct” path.Overall, thisindicatesalow accu-
ragy for AS-pathprediction,if anAS-routingmodelis solelybased
on AS-relationshignference.

Unfortunatelyanagreementf lessthan1=4 for theselectedest
AS-pathsandjust above 1=2 for the available AS-path,while not
too bad,is not sufcient to answer e.g.,what-if questionssuchas
how theroutingin the Internetwould changsf a peeringis added
or de-peeringof someprovider occurs. Accordingly we in this
papertacklethetaskof deriving moreaccuratenodels.In orderto
accounfor routediversityandto predictunobseredInternetpaths,
we allow for routing policiesaswell asfor multiplerouters inside
ASes.

4. METHODOLOGY

The goal of this sectionis to proposea methodologyfor build-
ing an AS-routing topology model that capturesthe outcomeof
therouting policiesandthe internalstructureof all ASesfrom ob-
sened BGP datain orderto answerpracticalquestionsaboutrout-
ing. The examplequestionwe useto highlight the capabilitiesof
our modelconcerngpredictinglnternetpathchoicesfor previously
unobsered AS-paths.

We consciouslychoosean approachwhich allows for multiple
routers,so calledquasi-routerswithin an AS, andthatis agnostic
aboutinferredrelationshipsuchascustometprovider and/orpeer
ing relationships After all, the realworld knows mary variantsof
suchrelationshipg35]. We take the approachof modelingwhat
we actuallyobsere. In this mannermwve canavoid mary potential
pitfalls that arisefrom incompleteassumption®r trying to press
BGPinto some x edschema.

In the following we rst introducethe componentof our AS-
routing modelandthenshav how one canevaluateits predictive
capabilities. Next, we introduceour principle approachand then
give anexampleof how to useit for deriving an AS-routingmodel
from gatheredBGP data.Finally, we discusshow to usethe model
for predictingpreviously unconsidered\S-paths,andhow to im-
prove it for previously unconsideregre xes.

2We treat siblings in the samemanneras peeringsrelationships
and set the samelocal-preferencdor unknavn AS edgesas for
peerings.



4.1 Componentsof the AS-routing model

The AS-routingmodelshouldbe capableof predictingAS-level
paths,asusedin the Internet,andsoit needsto have a notion of
inter-domainconnectity. Sinceit shouldcapturethe impact of
intra-domainrouting it needsto accountfor the diversity andcon-
nectiity within eachAS. FurthermoreasBGP is usedto imple-
mentpolicies,we mustaccommodatéhisin our model.

Basedon thesecriteriaandthe factthatwe do not yet consider
BGP dynamicswe proposeo usea classof topologymodelsthat
canalsobe usedasinputto the C-BGPsimulator[21,30]. C-BGP
is designedfor studyingthe propagationof routing information
along a topology modelthat consistsof multiple ASes. It allows
multiple routerswithin anAS, the setupof BGP sessiondbetween
ary pair of routers,andsupportsBGP aswell aseBGP To prop-
agateroutinginformation,C-BGPmodelsthe propagatiorof BGP
messageandexecuteghe BGP decisionprocessasedon routing
policies. Hence C-BGP's routingmodeladdresseall our require-
ments.SinceC-BGPonly computeghe steady-statehoiceof the
BGProutersaftertheexchangeof theBGPmessagebkascorverged
andnot the whole statemachineof the BGP routing protocol,it is
thuspossibleto performlarge-scalesimulationsfor singlepre xes
on topologieswith morethan 16; 500 routerssplit among14; 500
ASesin 2 — 45 minuteswith 200 MB — 2 GB memoryconsump-
tion dependingon the complity of theroutingpolicies.C-BGP's
capabilityof simulatinglarge-scalepropagatiorof BGProutesnot
only allows usto testhow accurateljthe modelcananswerour ex-
amplequestion,it alsoenablesusto re ne an AS-routingmodel
incrementally

While deriving the modelwe make the simpli cation that we
only originateonepre x perAS. This allows usto addresgjues-

tionsregardingpathdiversitywhile keepingghemodelmanageable.

For similarreasonsve againexcludestub-ASesut keeptheir AS-
pathto ensurehatwe do notlooseary pathinformation.

We capturethe inter-domainconnectiity via an AS-topology
graphas extractedfrom the BGP data. In orderto representhe
intra-domairroutingdiversitywe allow eachAS to consistof mul-
tiple quasi-routers.A quasi-iouter represents group of routers
within an AS all makingthe samechoiceaboutbestroute,andso
the “quasi-routertopology” doesnot representhe physicalrouter
topologyof a network, but ratherthelogical partitioningof its pol-
icy rules. Eachedge(AS 1, AS 2) of the AS-topologyis realized
by establishinga BGP sessiorbetweenone or more quasi-routers
from AS 1 to one or more quasi-routergrom AS 2. Propagation
of routescanberestrictedby applyingroute Iters and/orby intro-
ducingotherroutingpolicies.

4.2 Evaluating prediction

C-BGPenablesusto predict,usingan AS-routingmodelasin-
put, the AS-pathalongwhich the routing informationfor ary pre-
X, originatedatary node,is propagatedo ary othernode.

For afair evaluationwe needonedataseto derivethe AS-routing
model, calledtraining , andanotherseparatene, calledva-
lidation , to evaluatethe quality of the AS-routingmodel. We
divide the available BGP datarandomlyinto two subsetshy as-
signing obsenation pointsto eithersubset. This placesall paths,
obsered at anobsenation point, into oneof the two subsetsThe
training setis thenusedto derive the AS-routingmodelwhile
thevalidation setis usedfor evaluationpurposes.

An alternatve way of slicing the datais to split the setof AS-
pathsaccordingto the originating ASesinto two subsetsOnecan
thencomparehow well anAS-routingmodelderivedfrom asubset
of the pre xes predictsthe AS-pathsfor anotherset of pre xes.
Furthermore pone can combineboth approachesind partition the

RIB-In
match

Potential &5
RIB-Out
match

glst;gm ) P paths observed in BGP da
AS3TT » simulated paths to p
BGP session
Obseration RIB-Out
point RIB-In obsered | simulated
AS1 1-4-5-6,1-7-6 | 1-4-5-6 1-7-6
AS2 2-7-6,2-8-6 2-8-6 2-7-6
AS 3 (routerl) | 3-2-7-6 3-8-6 3-2-7-6
AS 3 (router2) | 3-8-6 3-8-6 3-8-6

Figure 4: Metrics - Example.

obtainedtraining or/andvalidation

theoriginatingAS.

subsetsaccordingto

The evaluationproceedsy executinga C-BGP simulationfor
eachpre x andthen comparingthe predictedAS-pathaccording
to the AS-routingmodelwith the actualobsened AS-pathin the
Internet.In this manneme canevaluatethe predictve capabilities
of themodel. Sinceroutingdecisionsaredeterminedndependently
for eachpre x werun aseparatsimulationfor eachpre x.

After the simulationrunsonehasaccesso theroutinginforma-
tion base(RIB) of all quasi-routersThereforewe cannov com-
parefor eachAS the AS-paththatis recordedn the BGP datato
the AS-pathschosenin the simulation. Somemismatchehave to
beexpected We measurehedegreeof mismatchby determiningf
aroutewith the AS-pathis recevedby a quasi-routewithin anAS
(RIB-In), if it is selectedy a quasi-route(RIB-Out), or if it could
have beenselectedbut was not due to an “unlucky” decisionin
thelaststepof the BGP decisionprocessthetie-brealer (potential
RIB-Out). More preciselywe usethefollowing metrics:

RIB-In match: Theobseredrouteatanobsenationpointis con-
tainedin the simulatedRIB-In for at leastone quasi-router
in the obsered AS. Note, this doesnot say that the simu-
latedandobsered RIB-Ins arethe same.asthe obseration
point only seesthe bestroutesadwertisedby the monitored
AS. The metric provides an upperboundon the prediction
accurag — we canonly expecta RIB-Out matchif we have
aRIB-In match.A RIB-In matchis a necessarput not suf-
cient conditionfor a RIB-Outmatch.

Potential RIB-Out match: A RIB-In matchwherein the process
of choosinga bestroutethe obsered routeis eliminatedin
thelasttie-breakingstepof the BGP decisionprocessn the
simulation(“LowestNeighborlP address”).

RIB-Out match: At leastonequasi-routein the AS hasselected
the route with the obsered AS-pathasits bestroute and
propagategt to its neighbors.

Furthermorewe count for how mary pre xeswe nd RIB-Out
matchedor atleast50%,90%,or 100%o0f their respectie unique
AS-paths.

To visualizethe various possibilitiesFigure 4 shavs a toy ex-
amplewith 8 ASes,threeobsenation points(at AS 1, AS 2, and



AS 3) andonepre x p originatedat AS 6. The dashedarravs®
indicatethe trafc o ws along the obsered AS-pathswhile the
dottedarrows indicatethe pathschosenby the simulation. Con-
sider rst AS 1 — its RIB-In containsthe learnedroutes1-7-6 ,
and1-4-5-6 toreachAS 6. Thepathl-7-6 ischoserinsteadof
1-4-5-6 , which hasbeenobseredin BGP data. This represents
a RIB-In match,but no RIB-Out match. Sincethe obsened AS-
pathis longerthanthe simulatedpath,the usedpoliciesareclearly
wrong. Next, considerAS 2. Onceagain,we seethatthereis a
RIB-In match(neighborAS 8 propagateshe “correct” sufx path
to AS 2). But thereis no RIB-Out match. In this case,the best
pathis choserf'wrongly” in the nal BGP tie-break. We call this
a potentialRIB-Out match,becausdhe choiceis madebasedon
thetie-brealer. This mismatchis dueto anunlucky decisionin the
simulation ratherthanusingincorrectpolicies. In realroutingIGP
weights, etc., arealsousedto breaktheseties. Finally, AS 3 has
a RIB-Out match:simulationandobsenation agreefor router2 of
AS 3.

4.3 Deriving an AS-routing model

In this sectionwe introducethe detailsof ouriterative approach
for constructingan AS-routingmodelbasedon a training set
of BGP datafrom multiple vantagepointsin the Internet.

We startfrom the simplestAS-modelpossible. It consistsof
one quasi-routemper AS and containsone edgebetweenary two
connectedASesof the AS-level graph. Accordingly this model
only includesinformationthatis easyto derive from theinputdata
set. Thenwe determinefor the training set, wherethe AS-
pathspredictedby the currentAS-routingmodeldiffer from those
obseredin theInternet(thosein thetraining  set). Thiscanbe
dueto two reasons:First, the model prefersthe shortestAS-path
in theabsencef morecomple policies.Secondthequasi-routers
insidean AS donotsufce to capturetherequiredroutediversity.

To reducethe discrepanciebetweerthe obsered AS-pathsand
thosepredictedby the model,we alter the modeliteratively by ei-
theraddingrouting policiesor quasi-routersAdding quasi-routers
enablesusto propagatanorethanonebestrouteto thenext AS, a
necessityasthe dataanalysisshavs (seeSection3.2)# By adding
policy ruleswe ensurehatthe appropriateAS-pathis selectecand
canbe propagatedeventhoughit maynot betheshortesbne.

We do notaim atinferring the actualpoliciesusedby the ASes.
Rather it is our goal to derive an AS-routing model where the
simulatedAS-pathscorrespondo the obsened AS-pathsfor the
training set. By doing sowe hopeto, andindeeddo, improve
thepredictive capabilitiesof the AS-routingmodeloverthemodels
discussedn Section3.3. We arein this way capableof removing
thelimitations of the“onerouterper AS” modelof thelnternet.

In effect eachiteration of the heuristic, seeFigure 6, consists
of comparingthe AS-pathspredictedby the modelto thosein the
training data.Basedon theresults,changedo themodel(new
quasi-routeror changedo the policies) are determinedand the
path propagationis re-simulatedfor all pre xesthat are effected
by the changes.This cycle is repeateduntil the desiredlevel of
agreementor thetraining  setis achieved. In thefollowing, we
presentmore detailsaboutthe initial modeland how the iterative
re nementproceeds.

4.4 Example: re ning an AS-routing model

Sinceary simple AS-routing modelwith just one quasi-router
per AS is unlikely to matchreality, we now illustratewith an ex-

SIn all gures routesaredirectedaccordingto the o w of trafc.

4Keepin mind thata quasi-routerdoesnot have to correspondo
anactualrouter It is justanentity responsibldor routes.

amplehow to userouting policiesandtopologydiversi cation to
improve themodel. Supposeahereare ve ASes,interconnecteds
shavn in Figure5 (a), with two pre x es pl originatedat AS 3 and
p2 at AS 4, andone obsenation point at AS 1 which obseresa
routewith AS-path1-4-3 for pl androuteswith pathsl-4 and
1-5-4 for p2. TheseAS-pathsare visualizedvia dashedines.
The AS-pathscurrently chosenafter a simulationrun are paths
1-2-3 for plandl1-4 for p2 (dottedlines).

Startingwith pre x pl, the heuristicdetectshatin the simula-
tionsthepathl-2-3 is choserinsteadof thepath1-4-3 atAS 1.
This mismatchis dueto the factthatin our setupthe quasi-router
of AS 2 hasa lower IP addresghanthe quasi-routeat AS 4. To
correctthis “wrong” tie-breakdecision,our heuristicsetsup a pol-
icy atthe quasi-routeiin AS 1 to preferrouteslearnedfrom AS 4
for pre x pl. Were-simulateandnow thepath1-4-3 is selected
insteadof thepath1-2-3 (seeFigure5(b)).

Next, considetthetwo AS-pathsobsenedfor pre x p2 atAS 1.
A route with the shorterAS-path1-4 is alreadyselectedby the
quasi-routerin AS 1; thereforeno changesare required. Yet, in
orderto accounfor the AS-path1-5-4 , asecondjuasi-routein-
side AS 1 is needed. Therefore,a new quasi-routerb is created
asanidentical copy of the existing quasi-routera with the same
neighborsas quasi-routera (seeFigure 5(c)). Thus, quasi-router
b will have a RIB-In matchfor a routewith AS-path1-5-4 , but
doesnot selectit asbestroute (the AS-pathl-4 is shorter).In or-
derto correctthis atrouterb of AS 1, two policy rulesareused.A

Iter at AS 4 preventsroutesfor pre x p2 from beingpropagated
to quasi-routeb of AS 1 andarankingpolicy is setto preferroutes
for p2 announcedby AS 4. Thisensureshatquasi-routeb of AS 1
canselecttheroutewith AS-pathl-5-4 asits bestroute.

4.5 [nitial model

Toderivetheinitial modelweuseall availableBGPfeeds trai-
ning aswell asvalidation , to derive an AS-graphfrom the
AS-pathinformation. SuchanAS graphis likely to beincomplete,
asit is probablethat thereare other peeringsthat are not usedby
ary of the AS-pathgecordedat our vantagepoints. It is possibleto
furtherimprove the coverageof the AS-graphby addingadditional
obsenration pointsor informationfrom the routing policy database
or traceroutedata. Yet, astheseadditionaldatasourcescomewith
someuncertaintie§36], we only focuson datafrom our obsena-
tion points.

Initially, all ASesconsistof a single quasi-routerandpeerings
areestablishediccordingto the edgesof the AS graph. Next, we
assignlP addresgo eachquasi-routerThis choiceis importantas
the IP addresss usedasthe nal tie-brealerin the BGP decision
process.(In caseof a tie a quasi-routerprefersthe AS-pathsan-
nouncedy the quasi-routemvith thelower IP address.Therefore,
this choicecandirectly in uence the quality of the predictionpro-
cess.We choosdo uselP addressesuchthatthehigh order16 bits
aresetto the AS numberandthelow orderbits area uniquelD for
eachquasi-routewithin the AS.

4.6 lterati vere nement

The goal of the iterative re nement processseeFigure6, is to
modify the AS-routingmodeluntil oneachiezesthe desiredlevel
of agreemenbetweenthe predictedAS-pathsand the obsered
AS-paths. Accordingly we now introduceour re nementheuris-
tic which, by addingquasi-routerand BGP policy rules,reduces
thediscrepanciebetweerthesimulatedandobsered AS-pathsor
asetof pre xes.

We have two main reasonsfor using an iterative processin-
steadof trying to correctthe discrepanciein a singlestep. First,
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ITERATIVE REFINEMENT

run simulationsfor pre®xesp (initial model)

repeatuntil RIB-outmatchfor all obsered AS-paths
applyheuristic,computechanges
restartsimulations

HEURISTIC (1ITERATION)
foreachpre®x p
foreachAS a
O = (sufdxesof) AS-pathsfor p obseredatAS a
foreacho2 O
if RIB-Outmatch
nochange
markthequasi-routeasused
elseif RIB-In match
duplicatea quasi-routeif necessary
addpolicies: ®ltering, ranking(MED)
markthequasi-routeasused
elseskip

Figure 6: Model re®nement— methodology

routepropagatioritself is aniterative process For the AS-pathof

1-2-3-4  from the origin (AS 4) to be obserable at the obser

vation point (AS 1), AS 3 rst hasto selectan appropriateroute

andpropagatet to AS 2. ThenAS 2 hasto selectthis routeasits

bestone and propagatst to the obseration point. To reproduce
this step-by-stepprocesdsn the AS-routingmodelwe move from

the origin of the route towardsthe obsenation pointsandchange
thepoliciesor thetopologyat the AS wherethe pathchoserin the

model differs from the one obsered in the training set. The

changeensureshatthe desiredrouteis propagateaneAS further

towardsthe obsenation pointin the next iteration. This is reason-
ablesincethisis alocaldecisionandonedoesnothave to determine
how thechangeén uence theoverallroutepropagatiorbeyondthe

local changes.This taskis delegatedto C-BGP Accordingly our

secondmotivationfor theiterative approachs thatwe do nothave

to reimplementthe full routing logic of C-BGPto determinethe

necessarghangeso the AS-routingmodel.Notethatit is notnec-
essanyto proceedAS-hopby AS-hop. Ratherin eachiterationone
determineshe AS whichis closesto theoriginatingAS with adis-

crepang betweertheobsered AS-pathandtheselectedestroute
and x esthisdiscrepang atthis AS.

In the following we rst introduceour principle approachthen
explain how the policies are adjusted;and nally how they may
have to becorrected.

Re®nementheuristic — principle approach:

The heuristicproceedspre x-wise startingwith the resultsof all
C-BGP simulationsrunsfor all pre xesof the respectie trai-
ning setbasedon the initial or previous AS-routingmodel. For
eachpre x p with AS-pathP of the training setandeachAS
a on the pathit checksthe following conditionsandif necessary
takesappropriateactions:

RIB-Out match:

Condition: TheobseredpathuptothisAS (thesufx upto
a) is selectedasbestrouteby at leastonequasi-router
insidethe AS.

Action: We chooseamongthis setof quasi-routershe one
with the lowestquasi-routedD and mark/reserg this
quasi-routerasbeingresponsibldor this AS-pathand
not available for matchinganotherobsered AS-path
for thesamepre x.

RIB-In match but no RIB-Out match:

Condition: Thereis at leastone quasi-routemwhich learns
the obsered AS-pathup to this AS. But noneof the
quasi-routerdiasselectedt asbestroute and noneof
theseguasi-routerarealreadyreseredfor otherroutes
for this pre x.

Action: We chooseamongthis setof quasi-routershe one
with the lowestrouterlD andmark/reserg it asbeing
responsibldor this AS-path. Thenwe adjustthis pre-

x' BGP policy at this quasi-routemy either adding
Iters or settingMED valuesasdescribedelow.

Condition: Sameasabove but all quasi-routersrealready
resenedfor otherroutesfor this pre x.

Action: In this casewe chooseto “duplicate” one quasi-
routerwith a RIB-In match. The new quasi-routehas
the sameneighborsand policies asthe copiedoneto
ensurehatit alsohasa RIB-In matchfor thepre x p.
ThentheBGPpolicy for thispre x is adjustedasin the
previouscase.



No RIB-In match:

Condition: No quasi-routeiatthe currentAS haslearneda
routewith the obsered AS-path.

Action: No actionasa route with an appropriateAS-path
rst hasto bepropagatedo thisAS.

Re®nementheuristic — policy adjustment:

Two ideasarecentralto our re nementprocess:First, new quasi-
routersareaddedo accountor pathdiversity Yet, contraryto the

routersin the Internetwe do not establishBGP sessiondetween
thequasi-routersvithin anAS. Experimentsith suchanapproach
have shawn thatit is extremelydif cult to controlrouteselection,
in particularto install differentroutesat neighboringBGP routers.
Therefore we chooseo usequasi-routerénsteadof routers.Each
new quasi-routerecevestheappropriateoutesby duplicatingthe

BGP sessiongo the neighboringASesbut remainsisolatedfrom

other quasi-routersnside the AS. In effect we short-circuitthe

intra-AS route propagatiorprocess.As aresulteachAS cancon-

sistof multiple separatejuasi-routersvhich do not exchangetheir

reachabilityinformation.

Second,we usepolicy ruleson a perpre x basisto Iter and
rank routesat eachselectedquasi-routersuchthat the route with
the desiredAS-path can be selectedas the bestroute. Suppose
thata quasi-routetearnsaroutewith thecorrect(sufx) pathfor a
certainpre x, yetit doesnotselectt asits bestroute(RIB-In match
but no RIB-Out match). This canhappenat ary one of the steps
in the BGP decisionprocessseeFigure 1. At the sametime this
multi-stepdecisionprocesgprovidesuswith mary differentwaysin
which we canchangethe decision:by eitheraddinga policy atthe
currentquasi-routeor througha Iter atthe announcingheighbor
which ensureghatarouteis nolongeravailableatthe currentqua-
si-router. At this point our goalis not to infer the speci ¢ routing
policy usedby the AS. Ratherwe wantto accountfor all possible
weird routing policies.

The rst stepin the decisionprocessis basedon the BGP at-
tributelocal-pref. It hasbeenshawvn in [37] thatthe preferenceof
routeswith longerAS-pathsover thosewith shorteronescanlead
to divergence. Attemptsto uselocal-pref for building our rout-
ing modelresultedin divergenceproblemswhich arevery hardto
dehug. Therefore we chooseto not rely on this attribute. Rather
we useBGP lters to ensurehatrouteswith shorterAS-pathshan
theroutewe arelooking for arenot propagatedo the currentquasi-
router. Thisis achievedby settinga Iter policy for thispre x atthe
announcingneighbor To avoid furtherreductionof routediversity
we do not lter thoseroutesthathave the sameAS-pathlengthas
theonewe arelooking for. Insteadwe take advantageof the next
stepin the BGP decisionprocesghatrelieson the MED attribute.
If two routeshave thesamdocal-prefandthe sameAS-pathlength
the onewith the lower MED valueis selected.We assigna lower
MED value to routesannounceddy the AS from which the ob-
senedAS-pathis learned We requirethatMED valuesarealways
comparediuringthe BGP decisionprocessevenfor routesearned
from differentneighborASes.Sincequasi-routerinsideanAS are
not connectedn our model, no iBGP divergencecan arise [38].
Simply changingthe ID of the routerdoesnot work asthis would
affectall routes.

It shouldbe notedthatour choiceof BGP policies- Itering and
MED values- is arbitraryandin generaldoesnotcorrespondo the
policies actually usedin the Internet. Infering the actualpolicies
will beaddresseth futurework. In thelnternet,local-pref is often
usedto implementbusinesselationshipsandfor trafc engineer
ing. Yet, prioritizing AS-pathsvia MED is alsonot uncommonas

— —m= paths observed in BGP data
..... p= simulated paths to p

Figure 7: Necessityof ®lter deletion.

MED allows the realizationof cold-potatorouting [39]. However,
asnotedabove we arenotconcerne@boutreverseengineeringeal
policies: ratherwe aim at understandinghe impactof routing pol-
icy onroutediversity.

Re®nementheuristic — ®lter deletion:

If onecouldprocessll AS-pathsin a singlestepit would be easy
to determinevhenanAS needsmultiple quasi-routerso propagate
AS-pathsof differentlength. Using our iterative processthis is

not possible.It canhappenrthata Iter is setwhile processinghe

“shorter AS-path” which stopsthe “longer AS-path” from being

propagatedThis Iter hasthusto beremovedin alateriteration.

In Figure 7 obsenration point AS 1 obserestwo routeswith
AS-pathsl-2-3-4 and1-7-6-5-4  for pre x p, originatedby
AS 4. Neitherof the two AS-pathsis selectedasbestroutewhen
simulatingthe initial model. The quasi-routetat AS 1 choosesa
route with AS-path1-7-4 to reachpre x p (dottedarronv from
AS 1 to AS 4). However, the heuristicdetectsa RIB-In match
for 1-2-3-4 at AS 1 during the rst iteration. To prevent the
shorterAS-path1-7-4 from beingpropagatedo AS 1, a Iter at
theegressof AS 7to AS 1 is set.Restartinghe simulationsresults
in aRIB-Out matchfor AS-path1-2-3-4 .

With regardsto the secondAS-path 1-7-6-5-4 , the quasi-
routerat AS 7 doesnot selectthe correctsufx asbestpathuntil
a later iteration. However, whenit doesselectit asbestroute, it
cannotpropagatet to its neighborAS 1 dueto theegresslter set
during the rst iteration. As a consequenceéiS 1 doesnot learn
the obsered AS-path1-7-6-5-4 . Whenwe donot nd aRIB-
Outor RIB-In matchfor asufx of anobsered AS-path,we check
for a RIB-Out matchat all announcingneighborASes. Provided
thatthereis a RIB-Out matchat this AS we remove ary lter rule
that preventsthe propagatiorof the obsered AS-pathtowardsthe
obsenration point.

The removal of the Iter in Figure7 leadsto the creationof a
new quasi-routerat AS 1 for a routewith AS-path1-7-6-5-4
After the next iterationthe route with this pathis selectedasbest
routeby AS 1 andtheabove problemis circumwentedandprogress
is ensuredandno cycleswill occur PerfectRIB-Out matchesare
achieved after a total numberof iterationsthatis a multiple of the
maximumAS-pathlength.

4.7 Usingthe AS-routing modelfor
predictionsfor other pre xes
At this point we canusethe AS-routingmodelderived from a
training setasinputto the C-BGPsimulatorandpredictlikely
AS-pathchoicesfor the pre xes of the training setto previ-
ouslynot consideredbseration points.
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Figure 8: Transfer of policiesacrosspre®xes.

But asthe policiesaredeterminedn a perpre x basisit is un-
clearsofarhow to take advantageof the AS-routingmodelfor pre-
dicting AS-pathsfor pre xesthatare not part of the training
sethut for which we have AS-pathinformationfor someobsena-
tion points. One approachs to use multiple iterationsof the re-

nement heuristicwith thedravbackof ignoringtheroutingpolicy
informationaccumulatedh the AS-routingmodelderivedfrom the
training  set.

To overcomethis limitation we introducethe reusepolicy heu-
ristic. The key assumptiorbehindthis heuristicis thatmostASes
specifytheir policy ruleson a perpeerbasis— re ecting the eco-
nomicrelationshigbetweerpeeringASes— andnotonaperpre x
basis.Accordingly independentf thesucces®f this heuristic,we
canimprove our understandingf the correlationbetweenroutes
for different pre xes, i.e., whetherdifferent pre xes are treated
equallyor differentlyby thepolicieswithin anAS. In thefollowing,
we explain fromwhere andwhich policy rulesarereused.

In orderto determindrom wherepolicy rulesaretransferredve
againproceedpre x by pre x. For eachof the new pre xesand
obseration pointswe have anobsered AS-patho. For eachsuch
AS-paththe reusepolicy heuristictriesto nd an AS-patha that
satis esthefollowing conditions:

1. The AS-patha is partof the training set,i.e., theinput
to there nementheuristicandthe AS-routingmodelshavs
aRIB-Outmatchfor a.

2. Both AS-pathsend at the sameobsenation points, i.e., the
rst ASesof both AS-pathsareidentical. Furthermorewe
requirethatboth AS-pathsshareat leastthe rst two edges.
Theunderlyingassumptions thatthepoliciesappliedfor the
“new” pre x arethesameasfor the“old” pre x.

3. Thereis no otherAS-pathx thatsatis esthe rst two condi-
tionsthatis longerthana.

Theexampleshavn in Figure8 illustratesthis procesgor asim-
ple topologythat consistsof ve ASes. AS 1 is againour obser
vation point. Pre x p is originatedby AS 4, gl by AS 3, andg2
by AS 5. We assumehat the AS-pathsfor pre xesql (1-2-3 )
andg2 (1-2-3-4-5 ) resultin RIB-Out matchesafter using the
re nementheuristicto derive an AS-routingmodel. The goalis to

nd asensiblepolicy for pre x p with AS-path1-2-3-4 . Since
bothAS-pathq1-2-3 and1-2-3-4-5 ) satisfythe rst two con-
ditions, thelongerpathis selected.In the absencef this AS-path
the shorteronewould have beenchosen.

Policies, that allow the propagationof AS-path1-2-3-4-5
arelikely to ensurethe propagatiorof the similar path1-2-3-4
too. Theunderlyingassumptioris thatpoliciesin thelnternetarein
generalspeci ed for completeBGP sessiongneighborbasis)and
notonaperpre x basis.

In the exampleof Figure 8, we transferpolicies from the sub-
path1-2-3-4  of 1-2-3-4-5  to the currentonefor p. If there
is a policy (MED, Iter) for pre x g2 along1-2-3-4 , it is con-
vertedinto a policy rule for pre x p. In contrastto there nement
heuristic,no new quasi-routerareadded.

5. RESULTS

In thissectionwe evaluatethere nementandreusepolicy heuris-
tics by usingthemto derive an AS-routingmodelfor varioussets

of training  data,andevaluatetheir effectivenessisingseparate
validation data.
Data:

Ofthel;300BGPobserationpoints,seeSection3.1,werandomly
assign2=3 to the training setand the remainderonesto the
validation set. We sub-selecthe AS-pathinformationfrom
1,000 ASesandtheir correspondingpathsfrom both the trai-
ning andthe validation setsto derive our baseAS-routing
model. In orderto ensurea reasonable&overageof the AS-graph
we include all level-1 ASesas well as randomly selectedASes
of the groupslevel-2 and other We refer to this setof pre xes
andtheir AS-pathsaspsetA . To evaluatethe effectivenesof the
reusepolicy heuristicwe selecttwo otherdisjoint setsof pre xes
andtheir AS-pathsin a similar manner Thesesets,referredto as
psetB andpsetC , againconsistof 1;000 randomlychoserpre-
X €s.

Training:
The inferenceof the AS-routing model usesan iterative process
thatincrementallyre nes the modelwith the goal of achiezing an
exactmatchbetweerthe AS-pathspredictedby the modelandthe
training set. Figure 9(a) shavs the progressof the heuristic
with eachiteration as measuredn termsof RIB-In matchespo-
tential RIB-Out matchesand RIB-Out matches.Thelengthof the
longestAS-pathis 10,and11iterationshapperto sufce toachieve
our goalof perfectRIB-OutmatchesNoticethattheearlyprogress
of the heuristicis excellent. Justoneiterationmorethandoubles
the percentagef RIB-Out matchedrom 24:5% to 59:3%, andin-
creaseshepotentialRIB-OutmatchesandRIB-In matcheso more
than70% and85%respectiely. Giventhatthe averagelengthof
the AS-pathsis about4:3 it is not surprisingthatwe achie/e RIB-
Outmatchedor all but 5% of the AS-pathsafter veiterations
Furtherinspectiorof thedatarevealsthatmatchingthe AS-paths
for somepre xesandsomeobsenation pointsrequiresmorepol-
icy adjustmentshanfor others.After the fth iterationwe startto
seea signi cant number 238 out of the 1000 pre xeswith RIB-
Outmatchedor all obsenationpoints. Thisnumberincreasesvith
thenext iterationsvia 481 and683to 969 afterthe eighthiteration.
This meansthat at this point we only have a very small percent-
ageof unmatchedAS-paths. Note that if we do requireRIB-Out
matchesor 90%of the AS-pathgor eachpre x, alreadymorethan
40% of the pre x essatisfythis conditionaftertwo iterations. For
the othertwo subsetf pre xes,psetB andpsetC , evenfaster
improvementsareobsenable

Validation:

GivenanAS-routingmodelwe cannow evaluateits predictive ca-
pabilities for our examplequestionfor a differentsetof obsera-
tion points. We nd, basedon the subsetof validation for
psetA , thatwe improve our prediction capabilitiesfrom 25:5%
(without routing policies)to 63%for RIB-Out matchesandif we
ignorethe nal tie-breakingrule of thedecisionprocessfrom 50%
to morethan 80% (seeFigure 9(b)). For RIB-In matcheswve see
animprovementfrom 55%to 93%. Let uspoint outthatthemajor
improvementshapperduringthe rst six iterations.

To judgethe qualitative improvementof our resultsvs. thosere-
portedby Mao et al. [7] we point out that our resultshold across
morethan 300 obsenation pointsratherthan3 ASesandaresig-
ni cantly better In termsof RIB-Outmatchesvhich correspondo
exactmatheswe have 63%yvs. their 35%,10%,and3%:; in terms
of RIB-In matcheswhich correspondo matdhieswe have 93%vs.



o
S v v ¥ ¥ ¥ ¥ ¥ ¥ ¥
v *
& X
— X
= v
8o 1°
o <
o Vv RIBIn
S + X Potential RIB Out
+ RIB Out
o 4
T T T T T T
0 2 4 6 8 10

iteration

(a) Progresdor training (psetA )

o
S 4
- v vV V V V vV VvV VvV V¥V
v
S - v x X X X X X Xx X
R o s+ + +F F o+ o+ o+
~ © +
e v +
@ X+
e o
TR
= . v RIBIn
Q X Potential RIB Out
RIB Out
o 4
T T T T T T
0 2 4 6 8 10

iteration

(b) Progressor validation (psetA )

Figure 9: Re®nementheuristic— Results

absolute frequency
20 30 40 50 60 70
1 1 1 ]

10

o UH = I'IH Hﬂﬂﬂﬂnrm — e

2 4 6 8 10 13 16 19 22 25 28

# routers inside ASes (without single router ASes)
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with onequasi-router)

their 82%,64%, and 16%. To bettercomparethe resultswe focus
on the samethreeASes(7018,2152,8121)asMao et al. moving
themfrom thetraining  to thevalidation setandrerunning
there nementheuristicfor 200pre x esof psetA . We nd perfect
RIB-In matchedor AS 7018,almostperfectmatchedor AS 2152,
and44:2% for AS 8121.

Characteristics of the inferr ed AS-routing model:
Themainreasorfor the effectivenes®f ourre nementheuristicis
thatanAS can,if necessaryconsistof multiple quasi-routersThis

raisesthe questionhov mary of thesequasi-routersare needed.

Figure10shaws a histogramof thenumberof quasi-routerperAS
for psetA (for thoseASeswith morethanonequasi-router).For
almostall ASes(14; 305)onequasi-routesufces. For 71 we need

two. Yet, thereare 138 ASesthatneedmorethan9 quasi-routers.

Note, notall of thesequasi-routerareneededor all pre xes. Not
surprisinglywe nd thatourlevel-1 ASesareamongtheASeswith
mary quasi-routersAfter all, level-1 ASesoffer peeringsat quite
a numberof peeringlocations, peerwith and provide serviceto
mary otherASes,andhave a sizablebackbonenetwork. Most of
the othersarelevel-2 ASes,but therearealsosomein the “other”
group. The averagenumberof quasi-routerdor level-1 ASesis
17:1, while for all otherASesit is 1:03.

Effectiveneswf the reusepolicy heuristic:

Given an AS-routing model, we can now evaluateits predictive
capabilitiesfor our example questionfor a different set of pre-
x es. We nd, basedon the subsetof training for psetB

(psetC ), that we improve our prediction capabilitiesby almost
a factorof two from 24:6% (23.7%) (without routing policies)to
46:6% (45:5%) for RIB-Out matches.If we ignorethe nal tie-
breakingrule of thedecisionprocessthe numberof PotentialRIB-
Out matchesincreasesfrom 48:3% (46:7%) to 59:0% (58:3%).
Thisimpliesthatthe assumptiorthatpoliciesarewell capturecby
the AS-routingmodelandthat the reusepolicy heuristic cantake
adwantageof this capability In additionit shavs thatsomeof the
policiesareapplicableon a perpeerbasis. Yet, aswe do not get
perfectmatcheneshouldrestrainfrom over-generalizations.

Thereusepolicy heuristicgivesan AS-routingmodelfor psetB
andpsetC which utilizes the resultsof psetA . If onewantsto
derive anAS-routingmodelfor psetB /psetC onecaneitherstart
from thepsetA AS-routingmodelor startfrom scratchusingthe
re nement heuristic. With regardsto potential RIB-Out matches
wehavefor psetB afterthereusepolicyheuristic46.6%vs.24:6%
for theinitial model,afterthe rst iteration65:8% vs. 55:3%, and
after the seconditeration 83:2% vs. 81:0%. We notethat the ad-
ditional informationfrom psetA helpsbothin termsof progress
duringthe earlyiterationsaswell aswith regardsto the predictive
capabilitiesaftertheinitial iterations.Yet, of coursehe AS-routing
modelthat utilizes the reusepolicy heuristic is basedon a much
largerknowledgebasethathasneededigni cant computatiortime
to derive.

Revisiting the effectivenessf the re®nementheuristic:
Eventhoughthe heuristicsarevery effective in termsof predicting
AS-pathswe alsoneedto investigatehow andwhy they may fail.
First we point out that it is quite possiblefor an AS-pathto be
containedothin thetraining  aswell asthevalidation set.
This canoccursincewe have multiple obseration pointsin some
ASes.Wehapperto have atleastoneobsenrationpointin bothsets
for 168 ASes. As aresultwe nd that22:2% of all AS-pathsfor
psetA arein both. For thesubsebf theseAS-pathsin thevali-
dation setwe have RIB-Out matchesby design,in this casefor
49% of the pathsin thevalidation setof psetA .

If the AS-pathis not containedn boththe training andthe
validation setsthen,eventhoughwe hopeto have con gured
theappropriatgolicies,theheuristicanayhavefailedto propagate
theroutealongthe obsened AS-path. A route may not be propa-
gatedin the AS-routingmodeleitherdueto anotherpolicy decision
or dueto amissingpolicy. Giventhatwe do not have trainingdata
from all ASeswe have to predictpolicy choicesto somedegree,
especiallyif thedatausedto derive the AS-routingmodel(trai-
ning set)doesnotincludean AS-pathfor all AS-edgesWe refer
to suchAS-edgessuncovered.



#paths| RIB-In | Pot. RIB-Out | Not
Pathclass RIB-Out found
# uncovered
0 AS-edge 9,486 [ 90.0% 59.1% 43.3% | 10.0%
1AS-edge 43,823 | 86.3% 74.2% 25.9% | 13.7%
2AS-edges | 5,624 | 34.2% 26.3% 6.6% | 65.8%
3 AS-edges 45 0.0% 0.0% 0.0% | 100.0%

Table 3: Effectivenesof re®@nementheuristic by uncovered AS-
edges.

Table3 shavstheeffectivenesof there nementheuristicby un-
coverededgesgonsideringonly AS pathscontainedn the vali-
dation setbutnotin thetraining  setof psetA . We nd that
the majority of theseAS-pathscontainat mostoneuncoveredAS-
edge.No AS-pathincludesmorethanthreeuncorered AS-edges.
Of theseuncoreredAS-edgeslmostall, 93:4%to beprecisepccur
next to the obsenation point.

As the numberof uncorered edgeson an AS-pathincreases,
the likelihood of achieving a RIB-In match for thesepathsde-
creases. For AS-pathswith 0 uncovered edgeswe have 90:0%
RIB-In matches.For pathswith 1 uncorerededgewe get 86:3%
RIB-In matcheswhich further decrease$o 34:2% and 0% for 2
and3 uncoreredAS-edgesrespectiely. Similarobsenationshold
for potentialRIB-OutandRIB-Out matchesAs shavn in Table3,
the percentagesf RIB-In matchesdo not decreasasfastasthe
onesfor RIB-Out matchesvhenthereareuncoreredAS-edgeon
the path. This is not surprisingasRIB-In matchesarenot assen-
sible to the speci ¢ policy choices. Theseresultsagreewith the
intuition behindMao's et al. [7] approach.If onecandetermine
the rst hop thenthe uncertaintyaboutthe remainingAS-pathis
reduced.

In orderto predicthow good our resultscan be for arbitrarily
chosembsenationpoints,we randomlyselecta setof 6;000ASes
andcomputeor all possibleoriginatingASeshow mary uncovered
AS-edgesonemay have to predict. We nd thatfor 0:7% thereis
no uncoverededge. For 54:8%, 36.7%, 6:6% thereare one, two,
andthree,respectrely. Only 1:2% requiremorethanthree. These
numbersarea bit more pessimistichanfor our datasets. Yet, as
shavn abore we can expectreasonableesults,whenjust one or
two AS-edgesareuncovered.

6. RELATED WORK

Improving our understandingf routing dynamicshasbeena
topic of hugeinterestoverthelastfew yearse.g.[23,24,27 40-42].
Most of the attentionhasbeengiven to the dynamicsof the BGP
protocol,e.qg.,to understanavhy convergencetime of BGP canbe
rathedong[23,24 40]. Oscillationsin BGP[43] canoccur;se€44]
for areview of their possiblecausesApartfrom theaspectselated
to thetime requiredfor BGPto corverge, divergenceanomaliesas
de nedin [44], arepermanentailuresof BGPto convergetowards
astablepath. Divergenceanomaliesstemfrom two typical causes:
con icting eBGP policies[14], andiBGP oscillations[43]. The

rst canbeexplainedwithin a modelthatonly containsonerouter
perAS, thesecondtannot.

Recenwork hasinvestigatedheinteractionf routingontraf ¢
within anAS. Basedndatagatheredrom the Sprintnetwork [45],
it wasshavn thattheimpactof external BGP eventson its traf ¢
matrix is limited. Still hot-potatodisruptions[10,11] canhave a
signi cant impacton transitASes. This highlightsthatroutingdy-
namicscanbecomple, evenwhenjustlooking atasingleAS.

AS-level topologyinference15,16,18] providesanotherdimen-
sionto the complexity of routingin the Internet. Routingpolicies

aretypically partitionedinto a few classesvhich capturethe most
commonpracticesn usetoday[46]. Unfortunatelyit is alsoknovn
thatthereality of routing policies[17] andpeeringrelationshipds
far morecomplex thanthosefew typical classe§46,47]. Current
approachefor AS-level topologyinferencerely on atop-davn ap-
proach. They rst de ne a setof policiesandthentry to match
thosepolicieswith theirobsenrationsof thesystem.Yet, policiesas
usedby ISPshave to realizehigh-level goals[46]. Assumingary
kind of consisteng of suchpoliciesacrossASesis questionable,
especiallyasin practice,policies are often con gured on a per
router or perpeeringbasis[46]. This meansthat obsered BGP
routesdo not even have to be consistenwith the high-level poli-
ciesof the AS.

Traceroutdas oneof the mostwidely usedtoolsfor discorering
end-to-endpathsand canbe usedin combinationwith othertools
to derive AS-level pathg[8,9]. Thesetoolsrequirenetwork access.
To overcomethis problemMao et al. [7] proposeda rst method-
ology for inferring AS-level pathshasecbn presumed®GProuting
policies. They nd thattheaccurag of the estimationdependn
the precisionof the AS relationshipinferenceandthe ability to in-
corporateadditionalinformationregardingthe rst hop.

7. CONCLUSION

This papermales four fundamentalcontritutions. Firstly, we
shav that AS topologiesusing a single router are limited — they
cannothopeto captureall kinds of routediversityin the Internet
today Thisis in contrasto the majority of prior work on modeling
the large scalestructureof the Internet. Secondly we shav how
to usesimulation-basetieuristicgo iteratively build an AS model
thatis consistentvith all obsenedpaths.Thirdly, we shav thatthe
modelcanbeusedto predictpreviously unobsered AS-paths.The
accuray is in practicelimited to around63% dueto policy deci-
sionson partsof the network thatwe have not previously obsered
in our data,andtie-breakdecisionghatareinherentlyhardto pre-
dict. Ignoringtie-breakswve reachanaccurag of morethan80%.
Finally, our resultsprovide someinsightsaboutthe structureof the
Internet.

Ohviously, we shall continueto work on improved heuristicsto
increasethe accurag of our methods. However, thereare mary
otherareador interestingfuturework. In particular we have only
consideredow well ourmodelanswer®netypeof question How-
ever, therearemary questionsan operatormight wish to ask, for
instancewhat-if they changea policy, or peeringarrangementWe
wish to studysuchquestionsn future work bothto provide prac-
tical solutionsto operators,and becausehe resultswill provide
insightinto how policiesareaffectingthe currentinternet.

Furthermorethe ability to re ne instanceof our modelallows
to gaininsightinto whatinformation hasto be presentin thereal
routing systemto accountfor the obsered state. This understand-
ing of the relationshipsbetweentopology and policies and how
routing information propagatesnay be usefulinput for designing
thenext inter-domainrouting system(e.g.,[48]).
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